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The Problem:
· Researchers sometimes need a summary measure of how similar two cases are with respect to SEVERAL continuous covariates
Examples:
· Psychiatry: How similar are an individual’s self-report of their own personality traits, compared to ratings on the same traits made by another?
· Epidemiology: How close is a patient to an empirically established “risk profile” consisting of specific values for cholesterol, blood pressure, and BMI?
· Matching: How can we determine which subjects are the closest match on a set of several continuous covariates, for purposes of stratified random assignment? 

· Repeated Measures: How similar is a person with respect to a set of continuous variables at times 1 and 2?
How can we address personality profile similarity quantitatively? 
Consider two sets of scores on 5 personality traits; one set is self-report, the second set is an informant’s report about the target. Scores are standardized (i.e., z-scores, µ = 0 σ = 1)

	
	Trait 1 (Neurot-icism)
	Trait 2

(Extra-version)
	Trait 3

(Open-ness)
	Trait 4 

(Agreeable-ness)
	Trait 5

(Conscientious-ness)

	Self Report
	.8
	1
	.4
	1.1
	.2

	Informant Report
	.3
	.5
	-.1
	.6
	-.3


In general, we can use vectors to represent the scores on j traits assigned by rater i, so that xij corresponds to the jth trait score made by the the ith rater.

x1 = [ .8   1   .4   1.1   .2]

x2 = [.3   .5   -.1   .6   -.3]
e.g., x13 corresponds to the third trait rating of the first rater, or in this case .4 
We can depict these graphically as “profiles” of ratings:
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· The first thing we notice is that both raters agree on the rank ordering of traits for the target individuals. We call this the shape of the profile.

· However, raters disagree on the average level of the traits in the target. We call the mean level of each profile its elevation. This is just the mean of the elements in the vector.
· There is a third element to profiles called scatter that is the standard deviation of elements in each vector about the vector’s mean, but we won’t go further with this.

What we need:

In comparing these two profiles, we’d like a measure of profile similarity or dissimilarity that takes into account similarity in elevation, as well as in shape. 
Idea 1: Use a Pearson correlation to quantify similarity
Seemingly not a bad idea because it is a familiar statistic and ranges between -1 (as opposite as two response vectors could be) and +1 (perfect correspondence between the vectors); could test for significance of agreement/disagreement.
Treat x1 and x2 as column vectors and compute a Pearson correlation:
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(1)
r = 1.00—Perfect agreement in these profiles, despite marked differences in their elevation! Pearson r is clearly not ideal.

Idea 2: Use the ICC
We could treat the two vectors of ratings as two clusters and compute the ratio of between cluster variance / between + within variance.
Again, attractive because it is familiar, and should be sensitive to differences in profile elevation.
ICC = .39

Nothing wrong with using this most of the time, although we will see soon it is equally sensitive to profile differences when traits are in normal vs. extreme regions of their distributions.
Idea 3: Cronbach & Gleser’s (1953) D or D2, a measure of geometric distance between vectors
Distance between two vectors in k-dimensional space, where k is the number of elements in the profile.

The formula for the squared distance between vectors x1 and x2, each with j variables, is: 
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Does this look familiar to users of cluster analysis? It is a squared version of the common Euclidean distance used to compute distances between observations in cluster applications! Euclidean distance D is:
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(3)
This measure considers differences in profile elevation and shape. Let’s look at an example. Consider two vectors each representing a set of scores on only two personality traits, Neuroticism and Extraversion.
x1 = [ .8   1   ]

x2 = [.3   .5   ]
We can graph these as x, y coordinates in 2-dimensional space:
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We can see in 2 dimensions how D and D2 are related to the Pythagorean theorem a2 + b2 = c2 
D between the original five variable vectors 1 and 2 
x1 = [ .8   1   .4   1.1   .2]

x2 = [.3   .5   -.1   .6   -.3]

D = 1.118

Desirable properties of D:

· Takes into account information on scatter, elevation, and shape of profile

· Lower bound at 0, upper bound is infinity, so no limit placed on level of dissimilarity possible between two profiles

· Relatively simple with minimal assumptions and can be used in virtually any profile comparison situation

Disadvantages of D:

· Sensitive to scaling of elements—necessary to standardize all variables first, otherwise variables with larger variance will carry more weight in the D computation

· No sampling distribution, so descriptive only and impossible to determine “significant” disagreement
· Although numerically equal interval, equal interval assumption may have little substantive or theoretical meaning. 
· I.e., distance between profile A and target Z is 2 pts.; between profile B and target Z is 3; between profile C and target Z is 58; profile D is 59 from target Z. May not be meaningful to conclude that because A - B = 1 and C - D = 1, the conceptual dissimilarity between A, B, and Z is comparable to that between C, D, and Z. 

· Does tell us that A < B < C < D in terms of distance from Z 
The Problem With Extreme Scores:
Consider this pair of vectors, again representing self-reported z-scores on 5 personality traits (x3) and informant ratings on the same 5 traits of of the person who is self-reporting (x3)
x3 [ 2.3   2.5  1.9  2.6  1.7] 

x4 [ 2.8   3   2.4   3.1   2.2]

Since these are z-scores, they indicate pretty extreme levels of these traits—1.96 represents the 95th %ile, so both raters put the target’s trait levels in the extreme tail of the distribution. 
Here, disagreement is less meaningful: we don’t care very much if a person rates themselves in the 99.1st percentile, and an informant rates them in the 99.99th percentile! Both are rating the target extremely high, and we want an index that credits this as “agreement”!
Problem with D and ICC: 

Measures of (dis)similarity between these sets of ratings indicate that they are similar to the same extent as x1 and x2 above!

x1 = [ .8   1   .4   1.1   .2]       
vs.

x2 = [.3   .5   -.1   .6   -.3]

x3 [ 2.3   2.5  1.9  2.6  1.7]     
vs.

x4 [ 2.8   3   2.4   3.1   2.2]

Pearson r = 1, 
ICC = .39 

D = 1.118 
McCrae’s rpa 

McCrae (1993) developed a coefficient to deal with this problem specifically in personality profiles: called rpa for “r profile agreement”.
His goal was to weight disagreement at extreme levels of a variable less, and credited agreement in these extreme values more. 
He began by deriving an index of profile agreement, Ipa, for trait z-scores, conceived as a function of the mean elevation of the two ratings for each trait in the profiles (M), the difference (d) them, and the number of variables in the profile (k).

He selected the weight of “2” for the mean (M) based on rules for expected variances in linear combinations (in this case of M + d)
He also wanted an index which approximated a normal distribution as the number of traits in the profile, k, approached infinity. The index is:
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For our two vectors below:
x3 [ 2.3   2.5  1.9  2.6  1.7] 

x4 [ 2.8   3   2.4   3.1   2.2]

k = 5

M2 for trait 1 = [(2.3+2.8) / 2] 2 = (2.55) 2 = 6.5055
d2 for trait 1 = (2.3 – 2.8) 2 = -.52 = .25

With summation over M2 and d2 for all traits in the profile.

For the two “extreme” profiles

x3 [ 2.3   2.5  1.9  2.6  1.7]     
vs.

x4 [ 2.8   3   2.4   3.1   2.2]

Ipa = 9.189

By contrast, for the two “normal” profiles

x1 = [ .8   1   .4   1.1   .2]

x2 = [.3   .5   -.1   .6   -.3]

Ipa = .986

Next, McCrae wanted to convert this index, which approximates a z distribution as k → ∞, to something similar to a Pearson r which ranges in value between -1 and 1, with 1 indicating perfect similarity and -1 indicating perfect dissimilarity.
He took a formula used to determine the significance of an r (this is related to Fisher’s r-to-z formula, but goes in the opposite direction)
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And substituted k for n, Ipa for z, and rpa for r. This yielded the following formula for the coefficient of profile agreement, rpa:
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(6)
So let’s see if the coefficient does what he intended, i.e., discounts disagreement and reward agreement at the extremes of a trait. For the vectors of “normal” vs. extreme ratings:

x1 = [ .8   1   .4   1.1   .2]

x2 = [.3   .5   -.1   .6   -.3]

rpa = .495, D = 1.118, r = 1.00, ICC = .39

x3 [ 2.3   2.5  1.9  2.6  1.7] 

x4 [ 2.8   3   2.4   3.1   2.2]

rpa = .983, D = 1.118, r = 1.00, ICC = .39

Yes! for x3 and x4 where both raters put the traits in the 95th, 99th percentile and up, the coefficient indicates high agreement!
But wait….there’s a peculiar property of rpa:
Because of the weighting, scores that are in quite close agreement but near the middle of the distribution will have low rpa!

x5 [ .1  0  -.1  .2  .3 ] 

x6 [ 0   -.1  -.2  .1  .2]

rpa = .382, D = .361, r = 1.00, ICC = .39

Somehow, this seems unsatisfying, because close correspondence in ratings is obscured if traits are in the middle of the distribution, because the weighting function “penalizes” this! Agreement can seem higher simply by virtue of having extreme ratings.

Advantages of rpa:
· Designed especially for personality profile comparison

· Appears to approximate the familiar Pearson coefficient in upper and lower bound; familiar metric
· Only coefficient to reward agreement and discount disagreement if both raters rate the target in the extreme ends of the trait distribution

Disadvantages of rpa:
· No known sampling distribution--only a simulated distribution of random pairing of 3000 randomly generated profiles based on k = 5.
· Difficult to evaluate “good agreement” except with respect to this simulated distribution

· May indicate poor agreement even when agreement is good, if both sets of ratings fall in the middle distribution of trait

· When trait values in a sample are in extreme tails of a distribution, such as in clinical sample, the range of values for rpa may be relatively high and potentially restricted in range
Open Discussion/Feedback: Can CCC improve upon D and rpa in applications of profile comparison?
· Does CCC take into agreement profile elevation, as well as shape?

· Does it have better statistical properties than D and rpa?

· Known sampling distribution?

· Assumptions which may/may not be violated by profile comparison applications?

Further Reading:
Cronbach, LJ, & Gleser, G. (1953). Assessing similarity between profiles. Psychological Bulletin 6, 456-473.

McCrae, RR. (1993). Agreement of personality profiles across observers. Multivariate Behavioral Research 28, 25-40.
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